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Abstract

The architecture of a system captures important design decisions for the system. Over
time, changes in a system's implementation may lead to violations of speci�c design
decisions. This problem is common in industry and known as architectural erosion.
Since it may have severe consequences on the quality of a system, research has focused
on the development of tools and techniques to address the presented problem. As of
today, most of the approaches to detect architectural erosion employ static analysis
techniques. While these techniques are well-suited for the analysis of static architectures,
they reach their limit when it comes to dynamic architectures. Thus, in this paper, we
propose an alternative approach based on runtime veri�cation: We describe techniques to
formally specify constraints for dynamic architectures and algorithms to translate such
speci�cations to instrumentation code and corresponding monitors. The approach is
implemented in Eclipse/EMF, demonstrated through a running example, and evaluated
using two case studies.

1. Introduction

A system's architecture captures major design decisions made about the system to ad-
dress its requirements. However, changes in the implementation may sometimes change
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Figure 1: Runtime veri�cation of architectural constraints

the original architecture, and some of the design decisions might become invalid over time.
This situation, sometimes called architectural erosion [1], may have severe consequences
on the quality of a system and is a common, widespread problem in industry [2, 3]. Thus,
research has proposed approaches and tools to detect architectural erosion which, as of
today, focus mainly on the analysis of static architectures and therefore employ static
analysis techniques [4, 5, 6, 7, 8, 9].

1.1. Problem

However, recent trends in computing, such as mobile and ubiquitous computing, re-
quire architectures to adapt dynamically: new components may join or leave the network
and connections between them may change over time. Thereby, architectural changes
can happen at runtime and depend on the state of the components.

Consider, for example, the following scenario: An architect, to satisfy important
memory requirements, decides to implement the Singleton pattern [10] to restrict the
number of active components of a speci�c type. Since the developers are not familiar
with this memory requirement, they modify the code in a way that they create multiple
instances of the corresponding type.

Thus, analysis of erosion for dynamic architectures requires the analysis of component
behavior, and therefore it is di�cult, sometimes even impossible, to detect with static
analysis techniques.

1.2. Approach

To address this problem, we propose a novel approach to detect architectural erosion
based on runtime veri�cation [11]. The approach is sketched in Fig. 1:

(1) As a �rst step, the architecture events which should be observed need to be speci-
�ed.

(2) Then, a set of architecture constraints is speci�ed over these events.

(3) Runtime veri�cation techniques can then be used to generate monitors for these
constraints. Moreover, the speci�ed events are used to generate corresponding
instrumentation code for the system to notify the monitors about the occurrence
of events.

2



0..*

Basket

+ addItem(name: String, price: Integer): void
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- name: String

- price: Integer

+ setName(nm: String): void

+ setPrice(pr: Integer): void

Figure 2: UML class diagram for a simple webshop.

(4) Finally, the system is instrumented with the code and the monitors are run to
observe the system for violations of the architectural constraints during execution.

1.3. Contributions

This is an extended version of [12] which provides the following additions over the
conference version:

1. The model (Sect. 3) was improved signi�cantly and extended with the notion of
events.

2. A new section (Sect. 4) was added to describe the speci�cation techniques in more
detail.

3. A new language for the speci�cation of pointcuts is introduced (Sect. 4.3).

4. The veri�cation step is explained in more detail (Sect. 5). In particular a discussion
of parameterized monitors was added.

5. A new section was added to describe the implementation in more detail (Sect. 6.1).

6. The description of the case studies (Sect. 6.2, 6.3) was detailed.

7. Related work was extended (Sect. 7).

1.4. Running Example: A Simple Webshop

To demonstrate the approach, we shall make use of a running example from the
domain of business information systems. For the purpose of this paper, however, we are
only interested in a small subpart of the system which is depicted as a UML class diagram
in Fig. 2. The diagram shows two types of components: a basket and corresponding items
which contain a name and a price, respectively.

The idea is that a new item can be added to the basket via its interface additem.
The basket then creates a new item component and sets the corresponding name and
price. Thus, one possible constraint which we would like to check for our webshop could
be as follows:
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Whenever a user adds an item to its basket via interface additem, a
corresponding component of type Item is created and initialized with the correct

price and name.

1.5. Overview

The paper is structured as follows: We �rst provide some background on runtime ver-
i�cation in Sect. 2. In Sect. 3, we introduce our model for dynamic architectures. Then,
in Sect. 4, we describe methods and techniques to specify such a model. Sect. 5 explains
how to apply runtime veri�cation to detect architectural violations and demonstrates
it by means of our running example. The implementation of the approach is described
in Sect. 6.1, and Sect. 6.2 and Sect. 6.3 describe its evaluation by means of two case
studies. Finally, we discuss related work in Sect. 7 and conclude the paper in Sect. 9
with a discussion about limitations and future work.

2. Runtime Veri�cation

Runtime veri�cation (RV) is a technique that is used to test and analyze computing
systems based on extracting the data during the system's runtime and using it to detect
whether or not observed behaviors satisfying or violating architectural constraints. It
is tightly related to and has its origins in model checking [13, 14]. RV is a dynamic
analysis method aiming at checking whether a run of the system under scrutiny satis�es
a given correctness property [15]. RV deals with observed executions as the system
generates them. Consequently, it applies to black-box systems for which no system model
is available, or to systems where the system model changes during the execution. RV is
usable in all phases of the software development cycle, from initial testing to debugging,
to maintain proper function in the production code.

In RV, the correctness of a system is usually checked by a monitor. Therefore, through
the literature, runtime veri�cation is also referred to as runtime monitoring. �A monitor is
a device that reads a �nite trace and yields a certain verdict� [15]. In runtime veri�cation,
monitors are generated automatically from high-level speci�cations, and they need to
be designed in a way that they consider the system's executions incrementally. The
speci�cations are usually formulated with temporal logic, for example, linear temporal
logic (LTL) [16, 17]. In the simplest form, a monitor decides if a program execution
satis�es a particular correctness property or not. The system under analysis, as well as
the generated monitor, are typically executed simultaneously [18]. Namely, the monitor
observes the system's behavior. If the monitor detects that a property is violated, then
it returns a corresponding alarm signal. RV considers only the detection of violations of
the correctness properties of a system. Even though RV does not necessarily a�ect the
execution of a program, monitoring allows remedial action to be taken upon the detection
of incorrect or faulty behavior.

Often it is distinguished between two di�erent types of RV based on online and
o�ine methods. In online monitoring, the system is monitored during its execution,
and the data stream is directly fed into the monitor. Whereas in o�ine monitoring,
the data is collected in log �les during the system's operation, and the monitors are
executed afterwards. In this paper, to generate monitors in the �rst and the second case
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study, we used JavaMOP and LTL3, respectively. Concretely, in our work, we use both
methods: the �rst case study is based on online monitoring and JavaMOP, while the
second case study uses o�ine monitoring and LTL3. In the following subsections, we will
brie�y explain both of the tools. Additionally, there are two di�erent ways to integrate
the monitoring program into the system. First, by manually inserting the monitoring
method calls into the source code of the application. Second, by creating the calls to the
monitoring methods using instrumentation mechanisms (such as AspectJ).

Nonetheless, the fundamental process stays the same for all types of RV:

1. A monitor program is created from formal speci�cations.

2. The monitoring program is integrated into the system to receive new events.

3. The system is executed and veri�ed by the monitor.

4. The monitor processes the received event trace and returns a verdict whether the
speci�cation is validated or violated. If the speci�cation is violated, user-de�ned
actions may be triggered. This can be an action to recover the system or just a
simple information log.

JavaMOP. Monitoring-Oriented Programming (MOP) [19], is a formal software de-
velopment and analysis framework for RV. It aims at reducing the gap between formal
speci�cation and implementation. In MOP, the developer speci�es desired properties,
or generates monitors, using speci�cation formalisms. The monitors are integrated with
the user-de�ned code into the original system, and the code is executed whenever the
properties are violated or validated at runtime. This allows the original system to check
its dynamic behaviors during execution, and it reduces the gap between formal speci�ca-
tion and implementation by allowing them to form a system together. Once a violation
is detected, user-de�ned actions are triggered.

JavaMOP is an MOP-based analysis and runtime veri�cation system for Java. It
allows one to brie�y describe parametric properties using a combination of event spec-
i�cations that uses an extension of AspectJ and properties speci�ed over these events.
From these speci�cations, JavaMOP generates AspectJ [20] code for code instrumenta-
tion. The generated artifacts are executed in parallel to the monitored software system,
which allows the generated monitoring code to observe the program and catch the events
de�ned by a speci�cation. After that, monitoring code checks whether the system ful�lls
the given speci�cation or not. When a speci�cation is validated or violated, a user-de�ned
code, called handlers, is executed. This can be anything ranging from logging to the sys-
tem's actual runtime recovery. The ability to supply actual recovery code in the handlers
allows JavaMOP-generated monitors to enforce speci�cations within a program [21, 22].

Expressive requirements speci�cation formalisms can be included in the JavaMOP
framework via logic plugins, allowing not only to refer to the current state but also to
both past and future states [23, 24]. Currently, JavaMOP supports several di�erent
logic plugins. These are: Finite State Machine (FSM), Extended Regular Expressions
(ERE), Context-Free Grammars (CFG), Past Time Linear Temporal Logic (PTLTL),
Linear Temporal Logic (LTL), Past Time Linear Temporal Logic with Call and Return
(PTCaRet), String Rewriting Systems (SRS).
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LTL3 tools. LTL3 [18, 25], is a 3-valued linear-time temporal logic that can be inter-
preted over �nite traces based on the standard semantics of LTL for in�nite traces. LTL3

shares the syntax with LTL but deviates in its semantics for �nite traces. The readings
of the �nite traces and the creation of 3-valued LTL semantics can also be automated.
LTL3 Tools are a collection of programs to generate a Finite State Machine through
LTL formula. LTL3 Tools take an LTL formula and output a 3-valued corresponding
monitor [26].

3. Dynamic Architectures

In the following, we describe our formal model of dynamic architectures. It is an
extended version of previous work on dynamic architectures described in [27, 28]. A
dynamic architecture is formalized as a set of so-called architecture traces, which are
sequences of architecture events. A speci�cation, on the other hand, is given by a set of
event-sets and corresponding sequences over these sets. Event projection is introduced
to connect speci�cations and architecture traces and used to de�ne the semantics of a
speci�cation.

3.1. Messages and Parameters

In our model, components communicate with each other via ports. Thereby, ports
provide a set of parameters that contain the actual messages. Thus, we assume the
existence of set Messages, containing all messages and set Parameters containing all
parameters.

Messages are exchanged through the notion of parameter valuation. Thus, for a set
of parameters Par ⊆ Parameters, we denote with Par the set of all possible parameter
valuations, formally:

Par
def
=

(
Par →Messages

)
Moreover, we denote with [par1, par2, . . . 7→ m1,m2, . . .] the valuation of parameters
par1, par2, . . . with messages m1, m2, . . ., respectively.

3.2. Ports

Ports are means to exchange messages between a component and its environment.

De�nition 3.1 (Ports). A port is a set of parameters Port ⊆ Parameters. The set of
all ports is denoted Ports.

Ports can be instantiated to obtain di�erent copies of the same port, i.e., the same set
of parameters. Thus, in the following, we assume a set of port instances PInstances to be
given with a corresponding family

(
Portp

)
p∈PInstances

assigning a port Portp ∈ Ports

to each instance p ∈ PInstances.
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3.3. Components

A component consists of a set of parameters and has an interface. Its interface consist
of a set of input and output ports and dedicated ports for the initialization and creation
of components.

De�nition 3.2 (Components). A component is a 5-tuple
(Params, IPorts,OPorts, iport ,CPorts), consisting of a set of parameters
Params ⊆ Parameters, disjoint sets of input ports IPorts ⊆ PInstances and
output ports OPorts ⊆ PInstances, a dedicated initialization port iport ∈ IPorts,
and a set of creation ports CPorts ⊆ OPorts. The set of all components is denoted
Components and for a component comp = (Params, IPorts,OPorts, iport ,CPorts) we
denote with

� par(comp)
def
= Params its parameters,

� in(comp)
def
= IPorts its input ports,

� out(comp)
def
= OPorts its output ports,

� ports(comp)
def
= in(comp) ∪ out(comp) all its ports,

� iport(comp)
def
= iport its initialization port, and

� cports(comp)
def
= CPorts its constructor ports.

Example 3.3 (Components). Figure 3 depicts an example of a basket component for
the webshop example. The component consists of:

� empty parameters Params = ∅,

� input ports IPorts = {init, addItem}, represented as empty circles,
with parameters Portinit = ∅ and Portadditem = {name, price},

� output ports OPorts = {initIT, setName, setPrice}, represented as �lled circles,
with parameters PortinitIT = ∅, PortsetName = {nm}, and PortsetPrice = {pr},

� initialization port iport = init, represented as input port with double border, and

� creation ports CPorts = {initIT}, represented as output port with double border.

Similar as for ports, components can be instantiated to obtain di�erent copies of
the same component. Thus, we assume the existence of a set of component instances
CInstances and a corresponding family

(
Compc

)
c∈CInstances

assigning a component
Compc ∈ Components to each instance c ∈ CInstances. We shall use the same
notation as introduced in Def. 3.2 to denote parameters and ports of component instances.

7



init() addItem(name, price)
initIT()

setName(nm) setPrice(pr)
Figure 3: Basket component.

3.4. Architecture Actions and Events

Architecture events signal the beginning or the ending of architecture actions. In
the following, we introduce four di�erent types of actions: creation, call, execution, and
initialization.

De�nition 3.4 (Architecture actions and events). An architecture action is either

� a creation create(c) of a component c ∈ CInstances,

� a call call(c, c′, p, µ) from component c ∈ CInstances to component c′ ∈ CInstances
over port p ∈ out(c) ∩ in(c′) with parameter valuation µ ∈ Portp,

� an execution execution(c, p, µ) of a component c ∈ CInstances and corresponding
input port p ∈ in(c) with parameter valuation µ ∈ Portp, or

� an initialization init(c, r, µ) for a component c ∈ CInstances corresponding pa-
rameter r ∈ par(c) and valuation µ ∈ r.

The set of all architecture actions is denoted Action. An architecture event is a tuple
(act , start), consisting of an action act ∈ Action and a �ag start ∈ Bool signaling
whether it is the beginning (start = tt) or the end (start = ff) of the corresponding
action. The set of all architecture events is denoted Events.

3.5. Architecture Traces

An architecture trace represents a sequence of architecture events observed during
system execution. Since we can only observe �nite executions, an architecture trace is
modeled as a �nite sequence of architecture events.

De�nition 3.5 (Architecture traces). An architecture trace is a �nite sequence t ∈
(Events)∗ of architecture events.

Example 3.6 (Architecture traces). An architecture trace of the webshop system re-
sulting from the addition of an item to a basket might look as follows:
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...

(execution(absk, addItem, [name, price 7→ abook, 100]), tt), (1)

(call(absk, ait, initIT, ∅), tt), (2)

(create(ait), tt), (3)

(execution(ait, initIT, ∅), tt), (4)

(execution(ait, initIT, ∅),ff), (5)

(create(ait),ff), (6)

(call(absk, ait, initIT, ∅),ff), (7)

(call(absk, ait, setName, [abook 7→ 100]), tt), (8)

(execution(ait, setName, [abook 7→ 100]), tt), (9)

(init(ait, name, [name 7→ abook]), tt), (10)

(init(ait, name, [name 7→ abook]),ff), (11)

(execution(ait, setName, [abook 7→ 100]),ff), (12)

(call(absk, ait, setName, [abook 7→ 100]),ff), (13)

...

(execution(absk, addItem, [name, price 7→ abook, 100]),ff) (14)

3.6. Event Predicates

To specify architectural constraints, we �rst need to specify events which we want to
observe. This is done by means of event predicates.

De�nition 3.7 (Event predicates). An event predicate is a pair (b,A), consisting of a
�ag b ∈ Bool and a set of actions A ⊆ Action.

An event predicate speci�es a set of actions which are relevant for a certain analysis
and a corresponding �ag to signal whether the starting or ending of the corresponding
actions is to be observed.

Example 3.8 (Event predicates). Assuming that basket represents the de�nition of the
basket component and item the one of the item component for the webshop. Then, an
event predicate which captures the start of a basket's addItem execution could look as
follows:

addItem
def
=

(
tt, {execution(b, p, µ) | Compb = basket}

)
Similarly, we can capture the creation of an item with the following predicate:

itcreate
def
=

(
ff , {create(i) | Compi = item}

)
In the next section, we describe techniques to specify event predicates. For now,

however, we just assume a set EPred ⊆ Bool × ℘(Action) of event predicates to be
speci�ed.
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3.7. Architecture Speci�cation

An architecture speci�cation is de�ned over a set of event predicates and consists of
a set of in�nite sequences over those predicates.

De�nition 3.9 (Architecture speci�cations). An architecture speci�cation is a set ASpec ⊆
(EPred)∞ of in�nite sequences of event predicates.

Example 3.10 (Architecture speci�cations). An architecture speci�cation for the web-
shop example could look as follows:{

t ∈ ({addItem, itcreate})∞ |
∀n ∈ N : t(n) = addItem =⇒ t(n+ 1) = itcreate

}
where addItem and itcreate are de�ned in Ex. 3.8 and t(n) denotes the n-th element
from a sequence t.

Roughly speaking, the speci�cation requires that whenever an event belonging to the
addItem predicate is observed, then, the next event belongs to the itcreate predicate.

3.8. Model Extensions

As mentioned at the beginning, the model presented in this section is an extension
of an existing model of dynamic architectures. In particular it di�ers from the model
described in [27, 28] in the following aspects:

� We added support for parametrization of ports (Sect. 3.2).

� We introduced the notion of architecture actions and events (Sect. 3.4) to replace
the concept of architecture snapshot.

� We introduced the concept of event predicates to specify architecture events (Sect. 3.6).

� We introduce the concept of event projection (Sect. 4.5.1) and use it to provide a
formal semantics of an architecture speci�cation (Sect. 4.5.2).

� We also added a couple of examples to explain the concepts of the model: Ex. 3.3
(components), Ex. 3.6 (architecture traces), Ex. 3.8 (event predicates), Ex. 3.10
(architecture speci�cations), Ex. 4.2 (event projection), and Ex. 4.4 (semantics of
a speci�cation).

4. Specifying Architecture Constraints

In the following, we describe techniques that can be used to specify the concepts intro-
duced in the previous section and demonstrate them by means of our running example.
Figure 4 depicts an overview of the methods described in this section: To specify mes-
sages, we shall employ traditional approaches for the speci�cation of abstract datatypes.
This allows us not only to specify sets of messages, but also to introduce basic opera-
tions over messages, which can then be used in the speci�cation of architecture traces.
Components and parameters are then speci�ed using architecture diagrams, a graphical
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technique to group parameters and ports into components. Event predicates are then
used to specify sets of events. Architecture speci�cations are speci�ed over event predi-
cates using corresponding speci�cation templates. The templates allow the speci�cation
of a set of so-called architecture trace assertions which are a type of linear temporal
formulæ.

4.1. Specifying Datatypes Algebraic Specifications

- Specification of sets of messages
- Specification of basic operations
- Template style

Architecture Diagrams

- Specification of parameters
- Specification of components
- Graphical style

Event Predicates

- Specification of sets of events
- Need to be disjoined
- Template style

Architecture Specification

- Specification of sequences
of event sets

- Template style using
architecture trace assertions

Figure 4: Speci�cation approach.

According to Fig. 4, we use algebraic speci-
�cation techniques, as described for example by
Broy [29] and Wirsing [30], to specify messages
and basic operations (as introduced in Sect. 3.1).

4.1.1. Algebraic Speci�cations

Algebraic speci�cations employ templates to
specify abstract datatypes: sets of messages and
corresponding functions. Each speci�cation has
a name and may be parameterized by sorts: sym-
bols representing sets of messages. In addition,
other data type speci�cations can be imported
by means of their names. Function symbols for
the basic operations are then introduced with the
corresponding sorts at the beginning of the spec-
i�cation. Some of the symbols might be declared
as generator clauses, requiring that every element
of the corresponding datatype can be �reached�
by a term formulated with these symbols. Fi-
nally, a list of variables for the di�erent sorts is
de�ned and a set of axioms is speci�ed over these
variables to describe the characteristic properties
of a data type.

4.1.2. Running Example: Specifying Datatypes
for Webshop

For our running example, we require two ba-
sic types of messages: strings for the name of
an item and integers for the corresponding price.
Figure 5 shows a possible speci�cation of strings as a simple example of an algebraic
speci�cation. The speci�cation is called String and imports another speci�cation Char,
which is assumed to contain a sort Char to represent single characters. It then de�nes a
sort String to represent sets of strings. Moreover, it introduces two basic functions for
strings: nil to create an empty string and app to append a character to the end of a
given string. With the generator clause, we require that every string is created by adding
characters to the empty string.

4.2. Specifying Components

Following Fig. 4, the next step is the speci�cation of components (introduced in
Def. 3.2) using a type of architecture diagram [31, 32].
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DTSpec String imports Char

sort String

il : String

app : String→ Char→ String

generated by nil, app

Figure 5: Simple algebraic speci�cation for strings.

4.2.1. Architecture Diagrams

Recall from Sect. 3.3 that components consist of a set of component parameters, input
ports, and output ports. Thereby, one of its input ports is used for initialization and
some output ports may be used to initialize other components.

Graphically, components are speci�ed using architecture diagrams. Such a diagram
has a name and may import a corresponding datatype speci�cation. It contains a set
of rectangles which represent components and which consist of two parts: i) A name
followed by an optional list of component parameters (enclosed between '〈' and '〉'). ii) A
set of empty and �lled circles, representing input and output ports, respectively. Ports
are annotated with a name and a list of parameters enclosed in brackets. Moreover,
one input port and an arbitrary number of output ports are drawn with a double line
to highlight their role as initialization ports. Finally, an architecture diagram lists the
types of all component parameters in terms of the corresponding sort.

4.2.2. Running Example: Specifying Components for Webshop

Figure 6 shows a possible architecture diagram for the webshop example. The speci-
�cation is based on two datatype speci�cations: String and Integer. It then speci�es
two components:

� Component Basket consists of two input ports init and addItem. While the
former does not have any parameters, the latter has two: name and price. In
addition, init is declared to be the component's initialization port. Moreover, the
component consists of three output ports: initIT (with no parameters), setName
(with one parameter nm), and setPrice (with one parameter pr). In addition, port
initIT is declared to be an initialization port.

� Component Item which has two parameters: name and price to denote the name
and price of an item. Moreover, the component has three input ports: initIT,
setName, and setPrice. Port initIT has no parameters and is declared the ini-
tialization port. On the other hand, setName has one parameter name and setPrice
has one parameter price.

At the bottom of Fig 6, we can see the declaration of the four parameters used for the
speci�cation of the components: name and nm are declared to be of sort String from the
String datatype speci�cation. In addition, parameter price and pr are declared to be
of sort Integer from the Integer datatype speci�cation.
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Diagram Web Shop imports String, Integer

Basket

init�� addItem�name, price�

initIT��

setName�nm� setPrice�pr�

Item

`name, priceeinitIT��

setName�name� setPrice�price�

name, nm� String
price, pr� Integer

Figure 6: Architecture diagram for a webshop.

4.3. Specifying Events

The next step according to Fig. 4 is the speci�cation of sets of events (de�ned in
Def. 3.4) by means of event predicates.

4.3.1. Event Predicates

As described in Def. 3.7, an event predicate consists of a set of actions and a �ag
which declares whether one is interested in the start or the end event of the corresponding
actions.

Event predicates are speci�ed in terms of parametric predicates over events using
templates. Each speci�cation consists of a name, followed by an optional list of variables
for components or messages. Component variables are typed with components of the
corresponding architecture diagram, whereas variables for messages are typed with sorts
from the corresponding datatype speci�cation. Then, a set of actions can be speci�ed by
a list of predicates, formulated over the variables. Finally, a �ag is provided to declare
whether to specify the beginning events (before) or the ending events (after) of the action.

4.3.2. Running Example: Event Predicates for Webshop

Figure 7 shows four possible event predicates for our running example.

� Fig. 7a depicts an event predicate addItem which takes three variables: a basket
component b, a name n, and a price p. The predicate captures the start of all
execution actions issued for basket b through its interface addItem with name n

and price p.

� Event predicate cItem is speci�ed in Fig. 7b. It is expressed over an item variable
i and captures the start of the creation of i.

� The event predicates setName and setPrice are described in Fig. 7c and Fig. 7d,
respectively. They are both parametrized with a basket b and an item i and
either a name n or a price p. Both capture the beginning of a call action to
the corresponding port, issued from basket b to item i with name n or price p,
respectively.
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Event addItem(b, n, p) before e

cmp b : Basket

var n : String

p : Integer

e = execution(b, addItem, µ)

µ(name) = n

µ(price) = p

(a) Event predicate for adding an item.

Event cItem(i) before e

cmp i : Item

e = create(i)

(b) Event predicate for item creation.

Event setName(b, i, n) before e

cmp b : Basket

i : Item

var n : String

e = call(b, i, setName, µ)

µ(nm) = n

(c) Event predicate for setting a name.

Event setPrice(b, i, p) before e

cmp b : Basket

i : Item

var p : Integer

e = call(b, i, setPrice, µ)

µ(pr) = p

(d) Event predicate for setting a price.

Figure 7: Event predicates for webshop.

4.4. Specifying Event Traces

Following Fig. 4, the last step is the speci�cation of the architecture itself as de�ned
in Def. 3.9. Since an architecture speci�cation is actually just a set of sequences of event
predicates, we can simply use linear temporal logic formulæ [33] over event predicates to
specify an architecture.

4.4.1. Architecture Trace Assertions

Architecture trace assertions can be speci�ed by means of speci�cation templates.
Each template has a name and a reference to an architecture diagram. What follows
is a list of variables for component instances and messages: the former are typed with
components from the corresponding architecture diagram while the latter are typed with
sorts from the datatype speci�cations. The speci�cation is completed with a list of
architecture traces assertions: LTL-formulæ with event predicates as atomic predicates
and formulated over component instance variables and message variables.

4.4.2. Running Example: Architecture Constraints for Webshop

We conclude the speci�cation of our running example by formalizing the architecture
constraint, described in Sect. 1.4, in terms of an architecture trace assertion over the event
predicates introduced above. Figure 8 shows the corresponding speci�cation template.
Roughly speaking, the speci�cation requires that, whenever an event of type addItem is
observed for an instance bs of component Basket with name n and price p (Eq. (15)),
then, the next observed event is a creation event cItem for an instance it of component

14



ASpec Web_Shop for Web_Shop

cmp it : Item

bs : Basket

var n : String

p : Integer

�
(
addItem(bs, n, p) −→ (15)

©
(
cItem(it)

)
(16)

∧ ©©
(
setPrice(bs, it, p)

)
(17)

∧ ©©©
(
setName(bs, it, n)

))
(18)

Figure 8: Architecture trace assertions for webshop.

Item (Eq. (16)). According to the speci�cation, the creation event is followed immediately
by a setPrice event from basket bs to item it with price p (Eq. (17)). The next event
is then required to be a setName event from the basket bs to item it with name n.

4.5. Semantics of an Architecture Speci�cation

The techniques introduced in this section can be used to specify an architecture
as described in Def. 3.9. In the following we de�ned the semantics of an architecture
speci�cation.

4.5.1. Event Projection

To de�ne the semantics of a speci�cation in terms of architecture traces, we need a
way to combine architecture traces with sequences of event predicates. Thus, we now
introduce the notion of event projection.

De�nition 4.1 (Event projection). The projection of a trace t ∈ (Events)∞ to events
EPred is denoted by Π(t) and de�ned as follows

pcond(s, a) =⇒ Π((a, s) & t) = (a, s) & Π(t)

¬pcond(s, a) =⇒ Π((a, s) & t) = Π(t)

where pcond(s, a) is shorthand for

∃A ⊆ Action : (s,A) ∈ EPred ∧ a ∈ A

and e & t ∈ (Events)∞ denotes the trace with head e and tail t.

Basically, event projection takes an in�nite sequence of events t and extracts those
events which satisfy one of the event predicate available in EPred.
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Example 4.2 (Event projection). Applying event projection for the events de�ned by
Ex. 3.8 to the architecture trace of Ex. 3.6 results in the following event trace:

...

(execution(absk, addItem, [name, price 7→ abook, 100]), tt),

(create(ait),ff)

where the �rst is event (1) and the second is event (6).

4.5.2. Validity of Event Traces

According to [16] in runtime veri�cation a sequence can either satisfy a speci�cation,
not satisfy a speci�cation, or it is not known. In the following, we de�ne what it means
for an event trace t to satisfy an architecture speci�cation ASpec.

De�nition 4.3 (Trace validity). For an architecture trace t ∈ (Events)∗ and a speci�-
cation ASpec ⊆ (EPred)∞ we de�ne

[t |= ASpec]
def
=


tt if ∀t′ ∈ (Events)∞ : Π(t ̂ t′) v ASpec

ff if ∀t′ ∈ (Events)∞ : Π(t ̂ t′) 6v ASpec

dk else

where t ̂ t′ denotes the concatenation of trace t with t′ and t v S is shorthand for
∀n ∈ N ∃b ∈ Bool : S(n) = (b, A) ∧ ∃a ∈ A : t(n) = (a, b).

Note that the validity of a given observation of events t actually depends on the
existence of a possible continuation t′ which can make t into a valid execution according
to ASpec: If all possible futures satisfy ASpec we say that t satis�es ASpec. On the other
hand, if no such continuation exists we say that t does not satisfy ASpec. Finally, if the
execution is valid for some but not valid for others we say that we don't know it.

Example 4.4 (Trace validity). Assuming that the trace t described in Ex. 3.6 does
not violate the speci�cation ASpec provided in Ex. 3.10 before we reach event (1) and in
between event (13) and event (14). Then, the complete architecture trace does not violate
the architecture speci�cation described by Ex. 3.10. However, it also does not necessarily
satisfy it, since there might be a possible continuation of the execution in which we
observe two subsequent addItem events without any itcreate event in between. Thus,
the projection would lead to a sequence

...

(execution(absk, addItem, µ), tt),

(execution(absk, addItem, µ′), tt),

which indeed violates the speci�cation from Ex. 3.10. Thus, [t |= ASpec] = dk.
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5. Performing the Veri�cation

As shown in Fig. 1, event predicates and architecture speci�cations are �nally used
to generate code instrumentations and monitors to observe violations of architecture
speci�cation. This step usually varies, depending on the RV approach taken (online or
o�ine) and the concrete target platform. In the following, we demonstrate it in terms of
our running example. To this end, we assume that our running example is implemented
in Java and should be monitored online.

5.1. Code Instrumentation

To verify our system under test, one needs to instruct the system under test to notify
the monitors about the occurrence of events. This is best done using aspect-oriented
programming [34] based the speci�cation of event predicates as described in Sect. 4.3.

5.1.1. Generating Aspects

Algorithm 1 describes how a speci�cation of event predicates can be systematically
transferred to a corresponding AspectJ [20] program for the instrumentation of Java-
based systems. The algorithm takes as input a set of event speci�cations spec according
to Sect. 4.3 and creates a corresponding aspect in AspectJ. To this end it creates an
aspect spec (line 1 and 28), iterates through all event predicates (lines 2-27), and creates
di�erent AspectJ advices depending on the type of action of the event:

lines 4-8 For a create action it generates an advice for a pointcut capturing all initialization
join points for the corresponding component.

lines 9-20 For a call action it generates an advice for a corresponding call pointcut and for
an execution action it generates an advice for a corresponding execution pointcut.

lines 21-25 For an init action it generates an advice for a pointcut which captures all join
points where an objects �eld is set.

The �ag of each event predicate (b in line 2) is also used for the corresponding advice
(lines 5, 10, 16, and 22). Finally, every advice contains a call to a method notify which
is supposed to notify monitors about the occurrence of events (lines 7, 13, 19, and 24).

5.1.2. Running Example: Aspects for Web Shop

Applying Alg. 1 to the speci�cation of our web shop would result in the AspectJ code
depicted in listing 1. The code declares an aspect WebShop which consists of four advices
corresponding to the events speci�ed in Sect. 4.3.2:

1. An advice executing before the execution of method addItem of a basket.

2. An advice executing before the initialization of a new item object.

3. An advice executing before a basket calls an item's setName method.

4. An advice executing before a basket calls an item's setPrice method.

Every advice noti�es the monitors about the occurrence of the event by calling a prede-
�ned method notify.
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Algorithm 1 Mapping event predicates to AspectJ advices.

Input: an event speci�cation spec containing a set of event predicates epred
Output: an AspectJ aspect
1: print �aspect� + spec + �{�
2: for all (b, a) ∈ epred do

3: switch (a)
4: case create(c):
5: print � �+b+�(�+c+�): initialization(public �+type(c)+�.new())�
6: print � && this(�+c+�) {�
7: print � �+notify(a)
8: print � }�
9: case call(s, t, p, r):
10: print � �+b+�(�+s+�,�+t+�,�+p+�,�+r+�):�
11: print � call(public * �+type(s)+�.�+p+�(�+type(r)+�))�
12: print � && this(�+s+�)� && target(�+t+�)� && args(�+r+�) {�
13: print � �+notify(a)
14: print � }�
15: case execution(c, p, r):
16: print � �+b+�(�+c+�,�+p+�,�+r+�):�
17: print � execution(public * �+type(c)+�.�+p+�(�+type(r)+�))�
18: print � && this(�+c+�)� && args(�+r+�) {�
19: print � �+notify(a)
20: print � }�
21: case init(c, r, v):
22: print � �+b+�(�+c+�,�+r+�,�+v+�): set(* * �+type(c)+�.�+r+�) {�
23: print � && this(�+c+�)� && args(�+v+�) {�
24: print � �+notify(a)
25: print � }�
26: end switch

27: end for

28: print �}�
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Listing 1: AspectJ code for web shop.

aspect WebShop {

before(Basket b, String n, Integer p):

execution(public Basket.addItem(String, Integer))

&& this(b) && args(n, p) {

notify(addItem,b,n,p);

}

before(Item i): initialization(public Item.new()) && this(i) {

notify(cItem,i);

}

before setName(Basket b, Item i, String n):

call(public Item.name) && this(b) && target(i) && args(n) {

notify(setName,b,i,n);

}

before setPrice(Basket b, Item i, Integer p) :

call(public Item.price) && this(b) && target(i) && args(p) {

notify(setPrice,b,i,p);

}

}

5.2. Architecture Veri�cation

Monitors can be generated from the speci�cation of architecture trace assertions in-
troduced in Sect. 4.4.

5.2.1. Creating Monitors

As discussed in Sect. 2, there exist several algorithms to synthesize programs from
LTL-formulae to monitor their violation. These algorithms can be applied for the creation
of monitors to detect architecture violations [18].

5.2.2. Running Example: Monitor for the Webshop

Fig. 9 depicts a possible monitor for the architecture assertion of our webshop example
discussed in Sect. 4.4.2. The monitor has four parameters: a component instance bs of
type Basket , a component instance it of type Item, a name nm of type string, and
price pr of type integer. Whenever an addItem event with name n and price p for a
basket b is observed, a new monitor is created and initialized by setting the corresponding
variables bs, nm, and pr . If the next observed event is the creation of a new item i, it
progresses to state S2 where it initializes variable it . Otherwise, it moves to an error
state Se, in which it signals the error. From state S2 it either moves to state S3 (for
the case the next observed event is setPrice with basket bs, item it , and price pr) or
to the error state (if it observes any other event). From state S3 it may again either
move to S4 (for the case the next observed event is setName with basket bs, item it , and
name nm) or the error state. State S4, however, is a �nal state, which means that the
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S1

bs := b
nm := n
pr := p

addItem(b,n,p)
S2

it := i
S3

S4

Se

error

cItem(i)

else

setPrice(bs,it,pr)

else
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e
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m
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variables

bs : Basket

it : Item

nm : String

pr : Integer

Figure 9: Monitor for webshop.

monitor terminates without signaling an error. Note that the monitor has no state which
signals the successful satisfaction of the property described by Fig. 8. This is because
the satisfaction of the formula depicted in Fig. 8 can only be determined when observing
an in�nite trace and never for any �nite pre�x.

5.3. Monitoring the Execution

Finally, we can execute the system to monitor it for violation of contracts.

5.3.1. Parametric Monitors

Note that our approach allows for the speci�cation of parametric assertions, i.e., for-
mulæ whose satisfaction depends on concrete messages and component instances. This
needs to be taken into consideration when creating and maintaining monitors. Algo-
rithm 2 sketches an algorithm to cope with the organization of parametric monitors:
Whenever the monitor observes a new event evt with parameters r, it �rst looks up
the state change triggered by the event (line 1). If the state is not a �nal event, then,
the monitor clones itself (line 3), changes the state of the new monitor (line 4), sets all
the new parameters r which are not already bound to a value (lines 5-9), and adds the
monitor to a list of child monitors (line 10). Then, it signals the occurrence of the event
to all its child monitors (line 11). On the other hand, if the original event evt triggers a
change to an error state, the monitor signals the violation of the property (line 13).
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Algorithm 2 Parametric monitors.

Input: an event evt with parameters r
Output: an error or nothing
1: newstate = lookup evt
2: if ¬isfinal(newstate) then
3: newmonitor = this.clone()
4: newmonitor .setState(newstate)
5: for all r′ ∈ r do
6: if unbound(r′) then
7: newmonitor .setParameter(r′)
8: end if

9: end for

10: Add newmonitor to list of child monitors
11: Forward evt to all child monitors
12: else if error(newstate) then
13: Signal an error
14: end if

5.3.2. Running Example: Monitoring the Webshop

To demonstrate monitoring by means of our webshop example, let us assume that
the basket component is implemented as follows:

public class Basket {

private List items;

public void addItem(String name, Integer price) {

Item it = new Item();

it.setName(name);

it.setPrice(price);

items.add(it);

}

}

It contains a collection of items and a method to add items to the list by using their
name and price.

Moreover, let us assume that the implementation of an item component is as follows:

public class Item {

private String name;

private Integer price;

public void setName(String nm) {

this.name = nm;

}

public void setPrice(String pr) {

this.price = pr;

}

}
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Finally, let us assume that we observed the following event trace during the execution
of the system:

addItem(b1, book , 100)

cItem(i1)

setName(b1, i1, book)

setPrice

. . .

Let us now look at the evolution of our monitors when observing the above execution.
As described in Sect. 5.2.2, the monitor for our webshop has four di�erent parameters:
a basket component, an item component, a name and a price. The state of the monitor
may thus be depicted as follows:

Monitor 1

state : −
− − − −

The occurrence of event addItem(b1, book , 100 ) triggers the creation of a new monitor
which is parameterized with name book and price 100, and which starts in state S1 . Thus,
the state of the monitors changes as follows:

Monitor 1

state : −
− − − −

Monitor 1.1

state : −
b1 − book 100

Since the next observed event is the creation of a new item, we create a new monitor
by cloning Monitor 1.1 and changing its state to S2 and item to i1. The monitoring
system now looks as follows:

Monitor 1

state : −
− − − −

Monitor 1.1

state : S1

b1 − book 100

Monitor 1.1.1

state : S2

b1 i1 book 100

As shown in Fig. 9, in state S2, Monitor 1.1.1 expects now a setPrice event to happen,
however, it observes a setName event and thus, moves to the error state Se in which it
signals violation of the architectural constraint imposed by the architectural assertion
described in Fig. 8:

Monitor 1

state : −
− − − −

Monitor 1.1

state : S1

b1 − book 100

Monitor 1.1.1

state : Se

b1 i1 book 100

Indeed, if we look at the speci�cation of the assertion, we can see that it requires
the price to be set �rst and then the name. However, if we look at the example code of
the Basket class, we can see that �rst the name is initialized and then the price. Thus,
there was indeed a mismatch between the actual speci�cation of the architecture and its
implementation which we discovered.
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6. Implementation and Case Studies

To evaluate the approach, we �rst implemented it in terms of an Eclipse/EMF appli-
cation called RVArchitect1. Then, we applied it to two case studies: The �rst case study,
described in Sect. 6.2 was done in the area of business information systems. The second
case study, described in Sect. 6.3 is performed for an embedded system in the automotive
domain.

6.1. Implementation

In the following, we brie�y discuss the main features of the tool and provide an
overview of its architecture.

6.1.1. Overview of Main Features

RVArchitect is a fork of FACTum Studio [35, 36], a tool for the interactive veri�cation
of architecture design patterns [32, 37]. By the time of writing the tool supports the
following features:

� Textual modeling of abstract datatypes

� Graphical modeling of components

� Textual speci�cation of events

� Textual speci�cation of event traces

To support a user in the development of correct speci�cations, the tool provides support
for various types of static checks.

6.1.2. Architecture

The implementation is based on the Eclipse Modeling Framework (EMF) [38], in
particular the Obeo Designer Community edition [39]. The architecture is depicted in
Fig. 10: The core is a speci�cation of the grammars for datatypes, components, events,
and event traces in Xtext [40]. It is extended with a viewpoint speci�cation in Sirius [41]
to support graphical modeling of some elements. Finally, the semantics is implemented in
terms of a set of generator rules using Xtend [40]. Eclipse/EMF is then used to generate
an IDE from the three inputs. The output of this process is an Eclipse-based modeling
tool which consists of textual and graphical modeling support and corresponding code
generation. A user can then use the IDE to create an architectural model and generate
instrumentation code and monitors. While the parts depicted with solid boxes are �xed,
the parts represented in dashed boxes need to be adapted for di�erent target platforms. In
particular, the generator rules need to be changed to generate the correct Instrumentation
tools and Monitors for the target platform.

6.1.3. Running Example: Modeling in Eclipse/EMF

Figure 11 depicts a screenshot of the webshop speci�cation using the tool. First, we
can use a graphical modeling language to specify the architecture diagram for the webshop
consisting of two components: Basket and Item. Then, we can specify architecture trace
assertions using textual elements.

1https://github.com/dmarmsoler/rvarchitect.git
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Figure 10: Architecture of RVArchitect.

6.2. Case Study: Business Information Systems

The �rst case study was executed in the domain of Business Information Systems
using an online monitoring approach.

As a study object we chose JetUML [42], an open-source Java application to model
UML diagrams. Its main features consist of creating new diagrams and adding graphical
elements to it. The system's implementation consists of about 35, 653 lines of code, split
into 242 classes. Using JetUML, a user can create multiple di�erent types of diagrams
such as Class Diagram, Sequence Diagram, State Diagram and etc. For our case study,
we are going to use JetUML to create a Class Diagram. In JetUML, users can select
diagram components (class, interface, package, etc.) and add connections between these
components using di�erent types of arrows.

Figure 12 shows an excerpt of the architecture of JetUML concerned with the drawing
of elements.

6.2.1. Study Setup

To prepare for the study, we �rst needed to adapt the implementation to work with
the target platform and the used veri�cation approach (dashed part in Fig. 10). Since
the study follows an online monitoring approach for a Java application we decided to
use JavaMOP [21, 22] for code instrumentation and monitoring. Thus, the code genera-
tor needed to be adapted to generate a corresponding JavaMOP speci�cation from the
architecture speci�cation.
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Figure 11: Webshop in RVArchitect.

Figure 12: Excerpt of JetUML architecture for the drawing of graphical elements.
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Figure 13: Modeling architectural constraints for JetUML in RVArchitect.

6.2.2. Study Execution

We executed the study in a controlled setting. We were interested in the parts of the
architecture related with the drawing of elements and formulated 10 di�erent properties
of the form: �Whenever a user adds a new element to the drawing board, a corresponding
object is created and drawn by executing the speci�c method�. To this end, we formalized
the properties in RVArchitect as shown in Fig. 13. We then generated events and LTL-
formulæ and we used JavaMOP to create corresponding monitors and AspectJ code
instrumentations. Finally, we installed the instrumentation, started the monitors, and
observed them for violations of the architecture constraints.

6.2.3. Findings

During the experiments, we could not �nd any violations of the 10 assertions speci�ed
for this case study. Thus, we then strengthened the properties to require elements to be
drawn only once. While executing this experiment, the monitors signalled violations of
properties. Namely, after creating the corresponding objects, they were drawn multiple
times. While this is not a severe bug, it can indeed be considered as a design issue, since
it involves unnecessary computation, which might decrease performance.

6.2.4. Performance Evaluation

To evaluate the performance of the generated monitors during the execution of our
case study, we observed the memory and CPU usage. In the following we are going to
show the system's memory and CPU usage with and without our monitoring programs.
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Figure 14: Memory usage.
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Figure 15: CPU usage.
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Fig. 14 depicts memory consumption over time. It shows that in terms of the memory
usage there was almost no di�erence between the execution of the system without the
monitoring program and with monitoring program. Hence, the generated monitors seem
to be e�cient in terms of memory usage.

Fig. 15 shows the percentage of CPU usage running the system with and without
monitors. While the di�erence is more than it was with memory, the overall performance
still seems to be acceptable.

6.3. Case Study: Embedded Systems

The second case study was executed in collaboration with an industrial partner from
the automotive domain. In this use case, we analyzed the architecture of the Service
Disconnect (SD) software component in the Battery Management System (BMS) in the
vehicles. The BMS is responsible for monitoring and regulating a car's battery. The
SD software component checks the status of the service disconnect plug, for example, to
avoid the risk of electrical shock during the system's operation.
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Figure 16: Architecture of the battery management system.

Figure 16 depicts the simpli�ed form of the BMC architecture provided by the part-
ner and contains the following components: Battery management controller (BMC) ECU
that contains the SD component, Analog to digital converter (ADC), Cell module con-
trollers (CMC), Battery disconnect unit (BDU) ECU and the Vehicle. The Vehicle
component is an abstraction of the car itself, and all the components are connected via
CAN bus.

CMCs are small controllers who provide battery-related information such as current,
voltage, and temperature to BMC via CAN bus. Each cell pack has its own CMC. BDU
handles the request from BMC regarding the connection and disconnection of the cell
and the vehicle and monitors the connection of the car to its battery. It also provides
information about service disconnect status and communicates the status to BMC via
the CAN bus. The ADC forwards the signal to the BMC, and it additionally can be
used for checking the service disconnect status.

BMC is the central component of the system, in which all battery management-related
software features reside. SD�considered for the run-time veri�cation of its dynamic
properties in this paper�is one of them. The SD communicates the connection state of
the battery to the vehicle.

In a nutshell, the SD functionality detects the presence/absence of the service discon-
nect plug. Concretely, the SD component monitors and compares the values obtained
from the ADC input and from the SD status determined by the BDU signal. If both sig-
nals show high (plugged), then the SD status shall be plugged. Similarly, if both signals
show low (unplugged), then the SD status shall be unplugged. Consequently, in the case
when the signals are the same, they are forwarded to the car. When there is a mismatch
between the signals and they di�er from each other, or if one of them shows implausible,
then the SD status shall be implausible. In this case, failures are raised, and the BMC
Master sends the SD status to the vehicle via CAN as an error message.

Figure 17 depicts the BMC software architecture concerning the SD component.

6.3.1. Study Setup

Again, we �rst needed to adapt the implementation to work with the target platform
and the used veri�cation approach (dashed part in Fig. 10). This time the study followed
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Figure 17: BMC SD software architecture

Table 1: Event extraction.

Signal Name Value

RESS_ServiceDisconnectStatus_EV CLOSED
BDU_Klemme30c_Status CLOSED

BMCT30CStatus OPEN

an o�ine monitoring approach for a proprietary C application which produces log�les
using CANoe. The generator needed to be adapted as follows: First the generated code
instrumentation needed to process the produced log �le to extract the events speci�ed by
the user. For example, the event sequence generated from the log�le depicted in Fig. 18
is shown in Tab. 1. Then, we needed to generate a monitor which is running over a log
�le using LTL3 tools [26].

6.3.2. Study Execution

This time we speci�ed four properties in total. Again, we �rst formalized a property in
RVArchitect (Fig. 19) and generated the corresponding monitor. Finally, the system was
tested, and the collected log-�les were inspected using the previously created monitor.
The software run to obtain the log �les were performed on a MPC5646C Microcontroller
from NXP Semiconductors through CANoe software tool and VN1630 CAN network
interface hardware module from Vector.

6.3.3. Findings

We found the following architecture property was indeed violated2: �The Battery is
signalled to be disconnected only if BDU signals disconnect and ADC signals disconnect�.

After communicating our results to our industry partner, they con�rmed that the
architecture speci�cation was wrong. The reason was indeed a so-called architectural

2A formalization of the property is shown in Fig. 19.
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Figure 18: CANoe log �le.

erosion: Over time, the system was adapted and communication over the ADC connector
was replaced with a direct communication over the CAN bus. However, this is not
re�ected in the architecture, which still shows the original connection through the ADC
connector.

6.3.4. Performance Evaluation

For this case study we were interested in the performance of the log �le processing.
Fig. 20 shows the average time taken for reading the log �les and show that a �le around
500 time-stamps can be processed in around 3 seconds which is acceptable.

7. Related Work

In this paper, we provide a systematic approach that detects architectural erosion or
architectural drift based on runtime veri�cation3. Although di�erent techniques for con-
trolling software architectural erosion have been proposed across the literature, previous
work on checking architectural erosion has mainly focused on static analysis methods.
Additionally, dynamic software analysis approaches or runtime veri�cation is vastly used
to solve various problems in many di�erent �elds. However, until now, it has not been
applied to ensure architecture consistency. In this paper, instead of applying static anal-
ysis, we present a new approach for solving the architectural erosion problem by applying
runtime veri�cation. This allows us to go beyond detecting static violations of the sys-
tems, but rather focusing and checking dynamic violations that are emerging from the
architectural dynamicity of the systems. We believe that our approach is the �rst one
that combines and utilizes RV for the analysis of dynamic architectural drift. Therefore,
in this section, we discuss related work on the �eld of architectural erosion and runtime
veri�cation.

3In this paper, the di�erence between architectural erosion and architectural drift is not considered.
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Figure 19: Modeling architecture constraints for battery management system in RVArchitect.

Murphy at al. [43], Koschke and Simon [44] and Said et al. [45] propose re�ection
model techniques as architectural solutions for controlling software erosion. The re�ection
model techniques compare a model of the implemented architecture and a hypothetical
model of the intended architecture. The latter is created from a static analysis of the
source code.

De Silva and Perera [46] provide a technique to handle architecture erosion using
architecture conformance approach. It refers to assessing the conformity of the imple-
mented architecture to the intended architecture. The approach provides a strategy for
detecting software architecture erosion and thereby prevent its negative consequence.
They develop a static architecture conformance checking tool on Java, based on GRASP
ADL, which continuously checks systems architecture conformance. The proposed tool
provides quick and early feedback on architectural constraint violations throughout the
entire software development life cycle.

A few proposed techniques use documentation of architectural decisions in practice,
to solve architecture erosion. Tyree and Akerman [47] propose using document templates
to capture architecture design decisions and their rationale systematically. On the other
hand, Harrison et al. [48] provide a post-design technique for capturing design decisions.
In their approach, patterns in the architecture are analyzed to capture the rationale that
motivated them.
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Figure 20: Log �le processing.
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A number of architecture analysis methods have also been developed to address ar-
chitecture erosion. For example, a concern-based analysis method has been introduced
by Tekinerdogan et al. [49]. In this work, the authors rely on dependency structure ma-
trices (DSMs) of the architecture to derive concerns important to stakeholders using a
mapping scheme.

In conclusion, most of the previously proposed approaches to checking architectural
erosion are based on static analysis techniques. Accordingly, they mainly analyze static
dependencies between components. Even though these approaches allow capturing a large
class of architectural violations, some important emerging properties during the execution
of the system may not be detectable with the static analysis techniques, Therefore, they
cannot be applied to ensure architecture consistency at runtime.

However, RV is a dynamic approach and is able to capture such violations. Addi-
tionally, unlike static analysis techniques, RV allows one to take recovery actions when
a speci�cation is violated.

RV has been used in a number of di�erent �elds for di�erent purposes. One of the �rst
approaches to apply RV for the analysis of component-based systems is due by Falcone
et al. [50]. Here, the authors integrate RV into the BIP component framework [51].
To this end, they provide a (behaviour preserving) algorithm to instrument an existing
BIP system to monitor a given property. The approach is implemented in RV-BIP and
evaluated on a case study from the robotic domain.

Another example is Bauer, Leucker, Schallhart [16] in their work use RV to analyze
reactive distributed systems at runtime. They provide a framework for detecting failures
as well as identifying causes of the failures. Their approach is based upon monitoring
safety properties, speci�ed in the Linear Time Temporal Logic (LTL). In their approach,
they automatically generate monitor components that detect the violations of speci�ed
properties. Based on the results of the monitors, they perform a dedicated diagnosis in
order to identify explanations for the faulty or the unexpected behavior of a system.

Lavery and Watanabe in [11] present a runtime monitoring method for actor-based
programs and a scala-based asynchronous runtime-monitoring module that realizes the
proposed method. They aim to provide failure recovery and mitigation mechanisms for
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Scala applications by making use of the lightweight software to monitor the properties
speci�ed. The module does not require specialized languages for describing application
properties that need to be monitored. The programmer speci�es in Scala the property
that needs to be veri�ed, and the mitigation code that needs to be invoked when a
particular property is violated.

To make dynamic recon�gurations more reliable, Léger et al. [52] proposes an ap-
proach ensuring that system consistency and availability is maintained despite runtime
failures and changes in the system. Recon�guration is a modi�cation of a system state
during its execution, and it may potentially put this system in an inconsistent state. In
the �rst step, the authors provide a model of con�gurations and recon�gurations. They
specify consistency by means of integrity constraints, for example, con�guration invari-
ants and pre/post-conditions on recon�guration operations. Alloy has been used as a
speci�cation language to model these constraints, which are later translated in FPath, a
navigation language used as a constraint language in Fractal architectures to check the
validity of integrity constraints on real systems at runtime.

Network failures and out-of-order messages during runtime veri�cation for distributed
systems are the main focus of the work proposed by Basin et al. in [53]. To overcome
these limitations, they present an online algorithm for verifying observed system behav-
ior at runtime for speci�cations written in the real-time logic MTL, using a three-valued
semantics. They also provide completeness guarantees, meaning that a monitor eventu-
ally reports the violation or the satisfaction of the given speci�cation. To monitor the
system in a distributed manner, the system is extended with monitoring components
that receive observations from system components about the system behavior, and the
monitors cooperate and exchange their conclusions.

Signoles, Kosmatov, and Vorobyov use RV [54] to analyze the safety and security of C
programs. They present a runtime veri�cation tool E-ACSL for C programs, capable of
checking a broad range of safety and security properties expressed in formal speci�cation
languages. For instance, complex functional speci�cations, ordering of function calls,
information �ow leakage, and a broad range of unde�ned behaviors, focusing on issues
as division by zero, integer over�ows, the validity of pointer dereferences, and accesses
to uninitialized memory. These properties are expressed as source code annotations are
written using a formal speci�cation language, also called E-ACSL. E-ACSL consumes a
C program annotated with formal speci�cations and generates a new C program that
embeds an inline monitor generated from the formal E-ACSL speci�cation. The gener-
ated program, at runtime, behaves similarly to the original if the formal properties are
satis�ed, or aborts its execution whenever a property does not hold.

RV has also been used in embedded systems. Kane [55] presents a suitable runtime
monitoring framework for monitoring safety-critical embedded systems with black-box
components. He provides end-to-end framework including proven-correct algorithms,
a formal speci�cation language with semi-formal techniques to map the system onto
the formal system trace model, speci�cation design patterns to aid translating informal
speci�cations into the formal speci�cation language, and a safety-case pattern example,
showing how the monitor design can be safely integrated with a target system.

Although RV has been used for various di�erent purposes, to the best of the authors'
knowledge, this is the �rst time it has been used for detection of architectural erosion.
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8. Discussion

8.1. Static Analysis vs. Runtime Veri�cation

As our case studies show, runtime veri�cation is well suited for the detection of
architectural mismatches. So far, however, it is not clear if it is indeed superior to using
static analysis techniques. Indeed, it seems that the best way to go would be to integrate
the two approaches: Static analysis could be applied to discover architectural �aws early
on, even before executing the system. Then, runtime veri�cation can be applied to
monitor properties which are di�cult (or even impossible) to detect statically. Future
work should indeed investigate possibilities to integrate the two approaches.

8.2. Correctness Guarantees

Since our approach is based on runtime veri�cation, it can only be used to detect
violations and not to guarantee their absence. Since this is a general limitation of runtime
veri�cation, and there is not much we can do about this.

8.3. Real-time requirements

It is not yet possible to analyse real-time requirements. This posed a serious limita-
tion, particularly for the second use case, since many important architectural assertions
require timed aspects. Thus, future work should investigate possibilities to extend the
approach with real time capabilities.

8.4. Online vs. O�ine Monitoring

As described in Sect. 7, there are two approaches to runtime veri�cation: online and
o�ine monitoring. Both approaches have advantages and drawbacks and the choice of
which one is more adequate depends on the concrete application context. Thus, with
the general approach described in this paper, we tried to abstract from the concrete
RV approach. Instead, we assume the existence of some mechanism to notify a monitor
about the occurrence of an event. When implementing the approach, however, a concrete
noti�cation mechanism must be chosen. To demonstrate that the general approach is
feasible for both strategies, we choose an online monitoring approach for the �rst case
study (Sect. 6.2) and an o�ine monitoring approach for the second one (Sect. 6.3).

8.5. Root Cause

As of now, the approach presented in this paper can only be used to detect whether
an architecture violates a given constraint. However, if it detects a violation, we do not
provide any information about the root cause of the violation which might be important
for subsequent analysis. For example, considering the monitor displayed in Fig. 9, when-
ever we end up in the error state Se we do not know which edge was taken to move to
Se (S1, S2, or S3). This information might be useful, however, to further investigate a
violation. Thus, future work should aim at improving on this aspect.
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8.6. Performance

The performance results obtained from the case studies show that it is indeed practi-
cally feasible to apply RV to detect architectural violations. However, the collected data
does not allow us to draw any general conclusions about scalability of the approach. The
�rst case study, for example, suggests that online monitoring might impact CPU usage.
Although this was acceptable for our setting, it would be interesting to understand better
how this develops with larger projects. Similarly, the 500 milliseconds required to process
log �les in the second case study were acceptable for our setting but again it would be
interesting to see how this scales to larger log �les. To ultimately answer these questions
more data is required which calls for further and also larger case studies for future work.

9. Conclusion

In this paper, we present an approach that provides a solution to the problem of de-
tecting architectural erosion for dynamic architectures. To this end, a user �rst speci�es a
set of events relevant for a certain analysis in terms of sets of event predicates. Then, ar-
chitecture constraints can be speci�ed over these event predicates in terms of architecture
trace assertions. Finally, event predicates are used to generate instrumentation code for
the system under test to notify monitors about the occurrence of certain events. More-
over, architectural constraints are used to synthesize monitors to architecture violations
at runtime.

In this paper, we describe the details of the approach:

� A formal, event-based model for dynamic architectures.

� Techniques for the speci�cation of event predicates and architecture trace asser-
tions.

� Algorithms to generate code instrumentation and parametric monitors.

Moreover, the approach was implemented as an Eclipse/EMF modeling application,
demonstrated by means of a simple running example, and evaluated by means of two
case studies from two di�erent domains.

9.1. Results

In the �rst case study, we applied the approach in a controlled environment for
the analysis of an open-source Java application in the domain of Business Information
Systems. Accordingly, we identi�ed and speci�ed a set of architectural constraints and
generated monitors and code instrumentation. Finally, we executed the system and
observed it for violations.

The second case study was executed in a real, industrial setting, in which we applied
the approach for the analysis of a proprietary C application in the automotive domain.
Again, we speci�ed architectural constraints and generated corresponding monitors and
code instrumentation. Lastly, we executed the system observing it for architectural
violations.
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9.2. Outlook

Our results suggest that runtime veri�cation is indeed feasible to detect architectural
erosion for di�erent types of applications: from embedded C applications to object-
oriented business information systems. Additionally, our evaluations of the approach
that we propose in this paper show that it scales well and has the potential to uncover
important architecture violations.

However, as discussed in Sect. 8, our results also expose some limitations of the ap-
proach which lead to future work: First it would be interesting to investigate possibilities
to combine RV with static analysis. In addition future work should focus on extending
the approach with timing aspects. Finally, additional and larger case studies are required
to better understand scalability of the approach.
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